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Abstract To deduce similarity between states on the refer-

We present a novel method for diagnosing config-8Nce and sick computers, our approach is to run a set of
uration management errors. Our proposed approach depredlcatesth_at test the correctness of the computer Sys-
duces the state of a buggy computer by running predi—tem- In previous work [8], we used the success or failure

cates that test system correctness and comparing the ré&f Predicates to deduce similarity. While this approach is
sulting execution to that generated by running the samdntuitive, we have since encountered several drawbacks.

predicates on a reference computer. Our approach genFirst, an expert, e.g., a software developer or tester, must
erates signatures that represent the execution path of £raft a predicate to cover each new bug. Second, a sin-
predicate by recording the causal dependencies of its exd!€ Predicate may often detect many bugs, causing many
ecution. Our results show that comparisons based orptates to appear similar. Finally, a test case that is t0o

dependency sets significantly outperform comparisoninely crafted to the reference computer may inadver-
based on predicate success or failure, uniquely identi{€Ntly reportan error due to a benign difference between
fying the correct bug 86-100% of the time. In the re- the environments of the sick and reference computers.

maining cases, the dependency set method identifies the e presenta method for diagnosing bugs that uses

correct bug as one of two equally likely bugs. signatures derived from the set of objects upon which
each predicate’s execution causally depends. We use
1 Introduction system call tracing tools such asrace to record each

predicate’sdependency sete., the files, devices, fifos,
etc. read by the predicate. We compare the dependency
. . . : . sets generated on the reference and sick computers to
EGL Of. conflgurﬁtlon oprtllons lt.hat. can customize hth?]'rdeduce similarity. Our results show that comparisons
i gased on dependerecy stz sgnifcaty perom co
. . ) . . . "’Eansons based on predicate success or failure, uniquely
shared libraries, registry entries, environment variable identifying the correct bug 86-100% of the time. In the
andt shz;\]red confi?#ration files. Thi? flexibility t;_as aremaining cases, the dependency set method 'identifies
cost: when something goes wrong, fixing a configura-, ' :
tion problem can be bgotgh time-cor?suming and frugtrat-the correct bug as one of two equally likely bugs.
ing. Consequently, there has been considerable effortbp  Background

the research community to simplify configuration man- ) . ) .
agement [2, 5, 8, 9, 10, 11]. Our previous work in configuration management,

The process of configuration management can pditled AutoBash [8], used the_ pattern of success and fail-
divided into two separate tasks: diagnosing which spe!® of knpwn predicates to diagnose configuration errors.
cific problem is afflicting the computer system, and de-YSing this approach, AutoBash executes all predicates,
termining how to fix that problem. In this paper, we ad- {Fo: P1, .-, Pa} on the sick machine and aggregates their
dress the former task: finding the root cause of a con!®Sults as a binary vect&urent = {1, 0, ..., I (with 1
figuration problem. We assume that the bug is known indicating success and 0 failure). AutoBash then com-
i.e., the problem has been previously encountered an?ares&urrent with a set of system state vectdgsfrom
solved on aeference computefThe reference computer 10 S, - Sm}, where each system state was generated
could be a test system used by software developers or &Y running the predicates on the reference computer prior
personal computer owned by a peer who had the samt@ fixing a known bug. Intuitively, each vector is a sig-
problem. Thus, the problem of diagnosing an unknownnature for a system state that represents a particular bu_g.
bug on asick computecan be reduced to identifying that Thus, Au_toBash chooses the system state vector that is
the sick computer is in a state similar to a buggy state o0t Similar toSurrent as the most likely diagnosis for

the reference computer for which a solution is known. the bug. According to the diagnosis, AutoBash chooses
a solution from its database and speculatively runs the

Software in modern computer systems is extraor-
dinarily complex. Many applications have a large num-



solution. Then, AutoBash tests the affected predicates Ideally, we would like to generate a signature that
to determine whether the problem is fixed or not. If theis precise enough to capture different execution paths
problem is fixed, AutoBash commits the solution; other-that are induced by different configuration bugs. How-
wise, the solution is rolled back and AutoBash tries theever, the signature should be robust enough so that exe-
next most likely diagnosis. The accuracy of diagnosis de<cuting a predicate on computers with the same bug but
termines how fast AutoBash can find a correct solutiondifferent operating systems, installed software, and ex-
As the AutoBash diagnosis method uses the Hammingcution environments generates similar signatures. For
distance as a similarity metric, we will refer to it as the example, we could use all the system calls executed
Hamming distance method by a program to generate a signature for the execution
One advantage of the Hamming distance methocpath [4, 12]. However, random permutations caused
is that it treats predicates as black boxes. AutoBaslkby thread scheduling, interactions with other processes,
does not need to understand what each predicate doesnd other sources of non-determinism will cause the se-
it only needs to execute each predicate as a child procespience of system calls to vary even when a predicate
and check the return code to determine success or faiis executed on the same platform. Further, this method
ure. Another advantage is portability; since predicatesvould perform poorly for our purposes because we run
are application-level test cases, their success or failuréhe same predicate on two computers with different soft-
should not be perturbed by irrelevant fluctuations in theware. For example, the sequence of system calls will
application environment such as variations in the operatehange with different versions of shared libraries such as

ing system or installed software. libc, with different versions of the same operating sys-
However, as Section 5 shows, the Hamming dis-tem, or with different operating systems.
tance method suffers from ambiguity. Since the simi- To generate a more robust signature, we decided to

larity metric takes into account only the success or fail-instead use the causal dependencies of predicate execu-
ure of predicates, many different bugs may have identication as a signature. We define the dependency set of a
state vectors. To allow correct diagnoses, a tester or deprocess to be the set of files, directory entries, file meta-
veloper must painstakingly craft specific predicates thatata, devices, fifos, and other objects read by the process
target each known bug. Easy-to-create stress tests, whiand its descendants during their execution. This choice
we refer to akitchen sink predicateare useless because is based on the observation that the layout of application
they fail for most bugs. For example, a Linux kernel files and directories shows only minor fluctuations across
compile can trigger many possible compiler configura-platforms. Further, the concept of files and directories is
tion bugs, so its failure tells little about the underlying common to most operating systems, while specific sys-
system state. On the other hand, failure of a hand-craftetem calls differ greatly. At the same time, the depen-
predicate that only checks a specific kernel header redency set usually reflects significant differences in the
veals much more about the bug. However, writing suchexecution paths of a predicate in the presence of differ-
predicates to cover all known bugs takes a lot of effort. ent bugs. For instance, in the above compilation exam-
Another drawback of the Hamming distance ple, if the predicate fails in compilation, the predicate’s
method is lack of granularity: many system state vec-dependency set will not contain any objects related to the
tors may lie at a Hamming distance of one or two from alinker or loader simply because execution ended before
given result vector, even though each state causes a difthose phases. Therefore, the dependency set can capture
ferent set of predicates to fail. the progress of predicate execution and generate different
. signatures for different failures.
3 Design There are several possible approaches for generat-
Based on our observations, we tried to design ang dependency sets. We wished to avoid intrusive mon-
method that would retain the advantages of the Hammindforing methods that require the application under test or
distance method while eliminating its disadvantages. the host operating system to be modified. We also wanted
Looking more closely, we realized that although to reuse existing jtools as much as possible. We obseryed
the success or failure of predicates may be similar forthat most operating systems have a system call tracing
many bugs, the execution paths of those predicates uso0! such as Linux'strace or FreeBSD'sktrace. We
ally differ for each bug. For example, if a predicate com-Wrote parsing programs that take tracing tool output and
piles and runs a program, any bug in the compilation generate the corresponding dependency set. The only
linking or loading phases can cause the predicate to faildrawback of these tools is that they can only trace the
However, bugs in each of the three phases cause the preftain process and its descendants. Activities of other
icate to take different execution paths. As another exProcesses communicating with the main process and its
ample, a configure script takes different execution pathslescendants via shared memory, pipes or files cannot be
depending upon the particu]ar software that is insta”ecﬁutomaﬂcally traced with these tools. To address this is-
on a computer. Thus, if we can generate a signature thaue, we could trace all processes in the system. However,
captures the execution path of a predicate, we should b&e judged that tracing all processes would incur a lot of
able to more precisely identify a configuration error. ~ overhead while adding negligible accuracy.



4 Implementation file. When this happens, the parser adds the executable
file to the process’s dependency set.

In our current implementation, the parser uses full
ath information for files and directories. We also con-
idered using only the name of a file or directory instead

of the whole path. However, our experiments revealed

ues. We trace each predicate ar)d pl?e the tool output tfhat the former method was slightly superior, mainly due
a parser that calculates the predicate’s dependency et ¢1ce matches between files with the same name but
. The parser divides system calls into three Cate'di1‘ferent paths. We did find that using only the file name
gories. The first category consists of system calls that d as especially useful for shared libraries, because the
nl(;t ?Hggt Lhe depgggencyfetffstrws?epr:]eg;ﬁztreﬁaFn(;r ixgn]bcation of libraries can vary widely across platforms.
pI€, thebrk, mmap antmprotect System 9€a Therefore, our implementation uses only the file name
process’s memory. The parser simply ignores these SY§

tem calls. The second catedory consists of svstem call or shared libraries. Our parser has one further optimiza-
' gory Y flons: if an object being read is referred to by a symlink,

that do not directly affect the dependency set but ma : :
change the objects that are added later. For example, téhe parser follows the symlink to also add entries for the

fchdir system call changes the current directory to the €al path of the object

file descriptor specified by its first parameter. This sys- To diagnose a configuration error on a sick com-
p P y P ' y Euter, our tool runs each predicate, traces its output, and

tem call does not change the dependency set, but it a :

fects all following file na?nes with Felative p};ths generates |ts_dependency set. It compares the depen-
: : ) . dency sets with those generated on the reference com-

The third category consists of system calls that di- uter for each known bug. To compare dependency sets

rectly affect the depende_ncy set. For each system cal he tool calculates the edit distance between the sets for

the parser adds appropriate dependency records to ttleeach predicate. For each known bug, it sums the edit dis-

F(;%C?:Zﬁ S :jo?/ﬁ)c?:g?nr}gn?:tti.oan[:)gL(?g]zleé?ijf% dsf)i/é- A tances to calculate the similarity between the state of the

successfﬁbt ¢ svstern call makes the process de. en_sick computer and the state of the reference computer. It
at sy P P (iéjentifies the bug with the lowest total as the most likely

We usestrace andktrace to generate depen-
dency sets on Linux and FreeBSD, respectively. Thes
tools intercept all system calls made by a process and it%
descendants along with their parameters and return va

:‘Jilli ntaosnvt/r:I 2;6,{%2%/"66”;3 rar;dn[ﬂztsag?gagettgz;tgeg}ﬁ; iagnosis; in the case of ties, it reports all tied bugs as
' y eing equally likely to be the root cause.

directories in the file path. As another example, reading
from a file makes a process dependent on the content @& Evaluation
the specified file, as well as its metadata. i i

Before processing the parameters of a system call, ~ Our evaluation measures how effectively our pro-
we check the return value and error type. Without con-P0Sed dependency set meth‘c‘)d_ dlagnqsef configuration
sidering the return value, we are in danger of addingbUgs using both targeted and “kitchen sink” predicates.

wrong records to the dependency set. For exgmple5,1 Methodology
ENOENT as the return value of asccess system call in- In previous work [8], we developed a benchmark
dicates that the requested path does not existoris adan- _ . . P f1h i T h pCVS :

li bolic link. Therefore, we cannot simply gener- consisting of three applications: the Version con-
g1hg symbo : y ! Py 9 trol system, the gcc cross compiler and the Apache Web
ate dependency records for the entire path. Instead, we ' o ;

.Server. For each application, the benchmark consists of

determine which part of the path exists and add appropriz ' ; ) '
ate dependency records for only that part. 10 common configuration bugs. It also contains 5—6 tar

Usually, the main process creates child processegeted predicates for each application such that each bug

: causes at least one predicate to fail. Although a complete
usingfork. Our parser tracks dependency sets for the o g )

. description of our benchmark is omitted due to space
descendants of a traced process in order to generate a

: .~ constraints, Table 1 shows some examples of bugs and
good signature. For examplemake process forks chil-

; - . P . redicates. In addition, for each application we created a
dren to compile and link objects; if these child processesgingle “itchen sink” predicate that detects all bugs.

were omitted, the resulting dependency set would con- "
o . X In order to measure how sensitive our dependency
tain little useful information. . o X
set method is to variation across operating systems and

Initially, the parser sets the dependency set of & :
child process equal to the dependency set of its parentnsmllled softwar_e, We ran our experiments on four com-
juters running different operating systems: Red Hat En-

It adds new records to the child’s dependency set as th erprise Linux 3, Fedora core release 6, Ubuntu ver-

child executes. If the child communicates to its parentsion 7.04, and FreeBSD version 6.2. Although these

(e.g., by sending the parent a signal when it exits), the | X e :
atforms are fairly similar in overall behavior, the ex-
parser sets the dependency set of the parent process to BE

. , cution signatures revealed a lot of subtle differences.
the union of the parent’s current dependency set and th . . . .
S : or instance, in our Ubuntu platform libraries are lo-
child’'s dependency set. THark system call is usually e o Lot o
cated in “/lib/tls/i686”, while in other systems “/lib
followed by anexec system call that replaces the mem- contains the libraries. As another example, FreeBSD
ory image of the process with one from an executable ’ pie,



Application | Configuration problem descriptions considers the success or failure of predicates, its results
Setgid bit not set on repository, so group for new

Cvs files is incorrect are the same on all sick computers. Therefore, we only
$CVSROOT misconfigured for a CVS user show its precision once in the third column of the table.
Gce grOSS-Compl:er nO: Con?gureg IOF -Pthffhad ftlatg T The remaining columns show the precision of the depen-
ross-compiier not configured to pass the static lin H
flag to the linker dency set method on each sick computer.
Apache | Apache configuration does not allow CGI execufipn As the third column of Table 2 shows, the Ham-
P in user's home directory ming distance method performs fairly well as long as

Apache not configured to load PHP module ; ;
Application | Predicate descriptions an expert has taken the time to write targeted test cases.

a user checks in a project and checks itoutagaing  Hiowever, this method only considers the success or fail-

cvs auser checks in a project, and a different user cheicks ure of predicate execution. Therefore, it cannot distin-
it out guish between situations with identical fail/pass patern
compile a .c file and statically Tink in a math Tibrar . .
GCC fake a multi-threaded .c file, compile it for the X3-  Although our benchmark consists of targeted predicates,
cale architecture the Hamming distance algorithm still generates many
Apache | veet a CGI script from a users home directory ties. Across all bugs, its average precision is 57%.
wget the result of a PHP test page i .
As the remaining columns in the table show, the
Table 1. Example bugs and predicates dependency set method has greater precision. On the

Red Hat platform, the sick computer is identical to the
uses “/etc/pwd.db” and “/etc/spwd.db” for authentica- F€ference computer. Thus, the dependency set method
acts like an oracle, having precision of 100% for all bugs.

tion, while other platforms use “/etc/passwd”. We in- h 7 latf he d q hod
stalled the same version of CVS and the gcc cross com:-:ort e remaining platforms, the dependency set metho
as average precision of 93%.

piler on all machines. For Apache, we used version s -
2.0.50 for all machines, except for FreeBSD, which runs,___ 1able 3 shows results for the “kitchen sink” pred-
2.0.59. The version of the PHP module that we used idC31€s. AS before, neither f.“em‘.’d generates false nega-
4.4.6, except for Fedora, which runs 4.4.7. tives. However, the Hamming distance method has low
’We used the Red’ Hat machine as the referenc recisi_on for all bugs_. It doe_s not prc_)vide any useful_ in-
computer. For each application, we injected each bug_ormatlon because kitchen sink predlca_ltes always_fall. In
We then executed the targeted predicates and recordé@ntrast, the dependency set method is able to diagnose
the success or failure of each one, as well as its depe )ugs much more accurately. The average precision of the
dency set. We also executed the “kitchen sink” predicatél€Pendency set method ranges from 93% to 100%, com-

for each bug, recording its outcome and dependency separed to 10% for the Hamming distance method. Th_ese
We emulated sick computers by injecting each bugresults show that the dependency set method can still do

into all four computers. For each bug, we ran the tar-2" excellentjpb ofdiagnos_ir_lg bugs without re_quiring the
geted and “kitchen sink” predicates on each sick com-lime-consuming task of writing tgrgeted predicates. _
The overhead of generating dependency sets is

puter and used both the Hamming distance and depen- I + takes | h d
dency set methods to diagnose the bug. Each methof"y Small. On average, it takes less than 0.2 seconds

returns a set of bugs that are judged to be the root caud® gkenelrate aasiggiture frodm fea?vtrsacleloutputa Ofverall,
of the configuration problem. Multiple bugs are returned 't taKes less than 14 seconds for , L1 Seconds forgec

by each method only in the case of ties, where each bu&nd 27 seconds for Apache to run all the predicates under

is judged equally likely to be the root cause. Two bugs.Strace and generate a complete signature. In our exper-

of the benchmark (CVS bug 4 and Apache bug 4) werdments, thg time required to compare the complete signq—
ture of a sick computer against the reference computer is

not applicable to FreeBSD platform due to differencesI h q h ber of predi q
in platform default behavior and application versions, so ess than 0.5 secon S. As the number of predicates an
bugs in the database increases, the time required for gen-

we omitted these bugs from our results. _ : . .
We evaluated our results using two metrics from erating the complet_e signature and comparing against the
reference machine increases as well.

the information retrieval literature: precision and recal ™ ¢ hod is d d
Precision, which is the percent of false positives, is cal-, . N ac%uracy 0 bour mer: 0 hls r(]eper} entf gn
culated a$RNC|/|R|, whereRis the set of bugs returned € distance between bugs rather than the size of bug
by a method an€ is the set of bugs that are the correct database. In other words, our method cannot accurately

root cause. Recall, which is the percent of false negagiStinguiSh between bugs that are subtly dif_fefem from
tives, is calculated aRNC|/[C| each other and cause predicates to have similar execu-

tions. Although the chance of having such bugs increases
5.2 Results as the database grows, the size of the database does not

Table 2 shows results for the targeted predicatessSolely determine the precision of our method.
Wg only show precision in the table since both the Ham-, Related work
ming distance and dependency set methods have a recall
of 100%, i.e., there were no false negatives in our ex- To the best of our knowledge, this work is the first
periments. Because the Hamming distance method onlio use the causal dependencies of predicate execution to



Hamming | Dependency sef Dependency sef Dependency sef Dependency se

Application | Bug | distance (RHEL 3) (Fedora) (Ubuntu) (FreeBSD)
1 100% 100% 100% 100% 100%
2 33% 100% 50% 50% 50%
3 100% 100% 100% 100% 100%
4 33% 100% 100% 100% N/A
CVs 5 100% 100% 100% 100% 100%
6 33% 100% 100% 100% 100%
7 33% 100% 50% 50% 50%
8 33% 100% 50% 50% 50%
9 100% 100% 100% 100% 100%
10 33% 100% 50% 50% 50%
1 50% 100% 100% 100% 100%
2 50% 100% 100% 100% T100%
3 100% 100% 100% 100% 100%
4 33% 100% 100% 100% 100%
gcc 5 33% 100% 100% 100% 100%
6 100% 100% 100% 100% 100%
7 50% 100% 100% 100% 100%
8 50% 100% 100% 100% 100%
9 100% 100% 100% 100% 100%
10 33% 100% 100% 100% T100%
1 100% 100% 100% 100% 100%
2 100% 100% 100% 100% T100%
3 20% 100% 100% 100% 100%
4 20% 100% 100% 100% N/A
Apache 5 20% 100% 100% 100% 100%
6 50% 100% 100% 100% 100%
7 50% 100% 100% 100% 100%
8 100% 100% 100% 100% 100%
9 20% 100% 100% 100% 100%
10 20% 100% 100% 100% 100%

Table 2. Precision of bug diagnoses for targeted predicates

Hamming | Dependency sef Dependency sef Dependency sef Dependency se

Application | Bug | distance (RHEL 3) (Fedora) (Ubuntu) (FreeBSD)
1 10% 100% 100% 100% 100%
2 10% 100% 100% 100% 50%
3 10% 100% 100% 100% 100%
4 10% 100% 100% 100% N/A
CvVs 5 10% 100% 100% 100% 100%
6 10% 100% 100% 100% 100%
7 10% 100% 50% 50% 50%
8 10% 100% 50% 50% 50%
9 10% 100% 100% 100% T100%
10 10% 100% 50% 50% 50%
1 10% 100% 100% 100% 100%
2 10% 100% 100% 100% 100%
3 10% 100% 100% 100% 100%
4 10% 100% 100% 100% 100%
gcc 5 10% 100% 100% 100% 100%
6 10% 100% 100% 100% 100%
7 10% 100% 100% 100% 100%
8 10% 100% 100% 100% 100%
9 10% 100% 100% 100% T100%
10 10% 100% 100% 100% 100%
1 10% 100% 100% 100% 100%
2 10% 100% 100% 100% 100%
3 10% 100% 100% 100% 100%
4 10% 100% 100% 100% N/A
Apache 5 10% 100% 100% 100% 100%
6 10% 100% 100% 100% 100%
7 10% 100% 100% 100% 100%
8 10% 100% 100% 100% 100%
9 10% 100% 100% 100% 100%
10 10% 100% 100% 100% 100%

Table 3. Precision of bug diagnoses for kitchen sink predicates

diagnose configuration bugs. Previous systems have uséke system. Chronus tries to find the point in time where
predicates to help fix buggy computers. Chronus [11]a system ceased to operate correctly by testing a pred-
also uses user-defined predicates to test the behavior afate against different virtual machine snapshots. The



success or failure of the predicate is assumed to preciseiypformation can be collected using only pre-existing sys-
diagnose the bug. We must avoid this assumption in ortem call tracing tools and without requiring application
der to eliminate having an expert write a targeted predi-or operating system modification. As future work, we
cate for each new bug. Since Chronus compares the sysvould like to measure the robustness of our signatures
tem against itself, it is able to diagnose unknown bugsacross different versions of the same application.
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